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Consider a robot & asked to build a tower of blocks.



Consider a robot & asked to build a tower of blocks.

How many subgoals, or waypoints, does the robot need?



Stacking Blocks

Initial state Goal state



Stacking Blocks

Can be solved directly
® > @

Initial state Goal state



Stacking Two Blocks with too many planning stages

Initial state Goal state



What about Blocks?
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What about Blocks?

2 blocks 6 blocks

Initial state Goal state



Stacking Eight Blocks with too few planning stages
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4 blocks?!

Initial state Goal state
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Desiderata for Long-horizon Planning and Exploration



Desiderata for Long-horizon Planning and Exploration

(1) The number of planning stages should match the difficulty of the problem

(= waypoints)
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Desiderata for Long-horizon Planning and Exploration

(1) The number of planning stages should match the difficulty of the problem

(= waypoints)
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Desiderata for Long-horizon Planning and Exploration

(1) The number of planning stages should match the difficulty of the problem

(= waypoints)



Desiderata for Long-horizon Planning and Exploration

(2) Waypoints should be directed toward the goal.



Desiderata for Long-horizon Planning and Exploration

(2) Waypoints should be directed toward the goal.

Consider the stacking task,
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Desiderata for Long-horizon Planning and Exploration

(2) Waypoints should be directed toward the goal.

Consider the stacking task,
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Desiderata for Long-horizon Planning and Exploration

(2) Waypoints should be directed toward the goal.

2 blocks

t/‘/\ blocks

Wirong orde:r \ /\ " ;

Blocks scattered
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Desiderata for Long-horizon Planning and Exploration

(2) Wayponts should be directed toward the goal.
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Desiderata for Long-horizon Planning and Exploration

(2) Waypoints should be directed toward the goal
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Problem Setting



Basic Setup



Basic Setup : Daia collection process

High level planner (Low level) policy

Zz~Ty(7]5,9) a~my (als,z)
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Basic Setup : Daia collection process

Goal distribution

g~ Pg(g)

|

High level planner

z: latent subgoal

» (Low level) policy

Zz~Ty(7]5,9) a~my (als,z)
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Basic Setup

Goal distribution

gNPg( )

|

. z: latent subgoal
High level planner

» (Low level) policy 2+ action

Z~ Ty S, 9) a~m (as,2z)

N [ C h step

h step interval

s : current state
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Basic Setup : Daia collection process

Goal distribution
g~F g (g )
[ ’_ z: latent subgoal _\ \ a : action
High level planner » (Low level) policy
Zz~Ty(7]5,9) a~my (als,z)
. [ C h step
N T hstep interval !

S : current state
T : hierarchical policy
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Basic Setup

Goal distribution

gNPg( )

) \ —-

Fully Online - No prior data - No rewards - No pretrained models

h step interval s : current state



Basic Setup



Basic Setup

Given a state s and a goal g,



Basic Setup

Given a state s and a goal g,
assume K waypoints in between, with intervals Ti ~ Geom(1 — v).



Basic Setup

Given a state s and a goal g,
assume K waypoints in between, with intervals Ti ~ Geom(1 — v).
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Basic Setup

Given a state s and a goal g,
assume K waypoints in between, with intervals Ti ~ Geom(1 — v).

T; ~ Geom(1 —v) Ti ~ Geom(1 — ) Ti ~ Geom(1 — )

A | |
[ | I | 1 {

\
@ > @
S W, W, W g

For notational consistency, we setw, =sand w,

0 k+1 8



The Objective



The Objective

Given (s,g) and number of waypoints K,




The Objective

Given (s,g) and number of waypoints K,




The Objective

Given (s,g) and number of waypoints K,

For now, K 1s given. We then derive a criterion for selecting K adaptively.



The Objective

Given (s,g) and number of waypoints K,

. K
g" = argmin DKL(q( 5,8) || PE7( \S,g)>
q



The Objective

Given (s,g) and number of waypoints K,

. K
g" = argmin DKL(q( | 5,8) || ipE7( \S,g)>
q



The Objective

Given (s,g) and number of waypoints K,

. II ________ \I 7K
q* = argmin Do (a0 [ 5,8)]| PE< 01k 15.8))
q ________ >4

A tractable approximation to the posterior p%’K( s, g)
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Hyperspherical Contrastive Representations



Hyperspherical Contrastive Representations

Two representations on the unit hypersphere S9! + One learnable rotation matrix R.



Hyperspherical Contrastive Representations

Two representations on the unit hypersphere S4!

¢ (s,a) : state—action representation

: state representation

¢ (s, a)
®

\ (s, a)llz = [[Y(s)llz =1



Hyperspherical Contrastive Representations

One learnable rotation matrix R.

Cayley transform of a learnable matrix A:

Q=A-AT
° = R'R =1, |IRx|| = |||
=(+2)711 -2



Parameterization



Parameterization

1. Score for planning

fH(S»S+) = l/)(S)TRlearnable l/)(S-I_)



Parameterization

1. Score for planning

fH(S»S+) = Riearnabie

1. Why use the for s and s+?

To infer consecutive waypoints in a common latent space.



Parameterization

1. Score for planning

fu(s,s™) = P(s)” P(s™)

2. Why introduce the

In general, dynamics are asymmetric,

but the inner product is symmetric : Y(s)TYP(s™) = Y(sT)TY(s)



Parameterization

1. Score for planning

fH(S»S+) = lp(S)TRlearnable l/)(S-I_)

2. Score for training policy

fu(s,a,s%) = ¢(s,@)"P(s™)



Representation Learning

Sample a batch B = {(s;, a;, s;)}>., from the replay buffer,

Lsymmetrw(R II) B) —

Mm

[ eXp( (si,si))

1
B SE_ exp(f1(si57))

=1

B +
1 | exp(/, (s;a,s:))

BL % B exp(/. (57,47, 57)

+ log

exp(/1(si, si))
Z'fleXP( (sj»$i))

{ Lrepr = EB[ LsymmetriC(R, Y; B) + Arepr '

3
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Policy Learning

max [ [p(s,a) Y(9)]



Policy Learning

max [F & (s, a)Tlp(g)]
fi(s,a,g)




Policy Learning

mMdax It Y(9)) [915(5; a)Tl/)(g)]

Same as CRL[1], except for this

[1] Eysenbach, Benjamin, et al. "Contrastive learning as goal-conditioned reinforcement learning." 2022.



Key Assumptions

The learned fy under the symmetric InfoNCE objective has the following
Bayes-optimal form:

prut = v|uw
pr(v) C

fu(u,v) = log [1]

The marginal distribution over the representations Y is uniform on
the unit hypersphere $¢~1:

pL(y) = Unif($?71) [2]

[1] Eysenbach, Benjamin, et al. "Inference via interpolation: Contrastive representations provably enable planning and inference." 2024.
[2] Wang, Tongzhou, et al. "Understanding contrastive representation learning through alignment and uniformity on the hypersphere.” 2020.



Tractable Reformulation

arg min Dk, (q( EN) ‘ pl ™ ( | s,g))

q

Assumption 1 & Markov assumption

q( Is,g)Zqu-( | 5, 9)

——————————————————————————————————————————————————————————————————————————————

i argmaX{E ~q(: i |s,g) [ZfH(wiale)} —ZDKL (q:(0: | 5,9) || PA( ))}

______________________________________________________________________________

—— — — — — — —
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Tractable Reformulation

——————————————————————————————————————————————————————————————————————————————

| K
i arg max {E ~q( 5,9) |:Z fr (Wi, wit } ZDKL a (| 8,9) || pA( ))}
I

______________________________________________________________________________

Assumption 2 & fr (Wi, wit1) = YpW)RY(Wiiq)

—— — — — — — —

Y(w;) - z;
qi(wils, 9) = qi(zls, g)
4 K )
argmax ., nq(- . |s,g) [w(S)TRzl + ) 2z Rzi+z2gRp(g) | + > H(a(- | 5,9))
E i=2 i—1
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Geometric Interpretation



Geometric Interpretation

K
arg maszl:KNq( 15,9) ’(P(S)TRZ1 + Z Z;__lez' + z;;Rw(g) +
q 1=2



Geometric Interpretation

+) Mg |s,9)

=1

K
argmaxE, g . |s,9) [w(s)TRzl + Z z; 1Rz + 25 R(g)

9 i=2
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Geometric Interpretation

K
+ZH(QZ( | 3,9))

1=1

K
B |10 B+ 3Ll + SR

9 i=2
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Geometric Interpretation

K
+ZH(QZ( | 3,9))

1=1

K
B |0 R+ 3T s+ SR

9 i=2
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Closed form Solution



Closed form Solution

-

K
argmaxlE, . 4 5,9) ¢(8)TR21 + Z Zz-T_lRZi + z}Rw(g) +
q i=2 :




Closed form Solution

K K
arg ma'X]Ezl;KNq( |s,9) ¢(3)TRZ1 + Z zzT—lez + Z;;Rw(g) T Z H (Qz( | S, g))
. i=2 i=1

Parameterize q; by normalizing Gaussian samples onto the unit hypersphere :

~

Zq

|z

Z; NN(,U,Z(S,Q), 07,2(879)1) y i ™~ Q’L( ’ 8,9)
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Closed form Solution

K K
argmax B, nq(- . |s,g) [¢(S)TR21 + ) 2z Rz + 2 Rp(g) |+ H(ai(- | s,9))
! i=2 i=1
Under the small-variance assumption,
,u{"(s,g) — (RT)Z Slerp<¢(3)7 RK+1¢(9)7 K:—l) 9
- o fore=1,..., K,
g; (S,Q) — )
2 cos(K—H)

*9 = arccos(¢(s) T RE+14y(g))
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Closed form Solution

Ve

K
argmaxE, , q(- . |s,9) [zp(s)TRzl + Zzz-T_le,,; + 2 R(g)

9 1=2

K

+) H(a( |s,9))

1=1
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Closed form Solution

argmaxlE, . 4
q

K
o) [() TRz + ) 2] Rz + &w(g)
1=2

+ZH(Q“'( | 5,9))

~N

J

-

\_

Then, how many waypoints (i.e., ) are needed for each state-goal pair?

~

)

_____________
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K-selection strategy



K-selection strategy

fu(s,s*) =1(s) " Ry(sT) = (R"9(s)) "9(s)



K-selection strategy

fu(s,s*) =1(s) " Ry(sT) = (R"9(s)) "9(s)

li(s,9) = (RT)E+19(s)) ' ¢(g)



K-selection strategy

fr(s,st) = ¥(s) TRy(st) = (RT9(s)) To(s™)
l(s,9) = (RT)EF1y(s))  ¥(g)

vMF likelihood & Bayes’ rule

-

\_

BK | 9(s), 6(g)) = Softmaxkero.. k. (

ZK(Sag)

N

)

\

)




[ — selection strategy
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[ — selection strategy

I
< |
S
/I/
() Z 2
+//.7 —@
. _ [ =2
i=0 i=1
|
I
: select i
|
I
v

mg(a|s,z;—)
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[ — selection strategy

~
X | :

|
S g

/I/ \:\
II/)(S) 7 Zo Z, 1¢(g)
v
// p— —
i=0 i=1 [ =2 i =3 okt
select i

I
I
I
I
I
I
v

L Are subgoals reachable by the low-level policy for all i ? ()




Proxy

- Recall the policy learning objective

max [E
6

[¢(s, )" p(w)]
—

Zj
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for reachability

- Recall the policy learning objective

max [E
6

[¢(s, )" p(w)]
—

Zj
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for reachability

- Recall the policy learning objective

max [E
6

[¢(s, )" p(w)]
—

Zj
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Low level reachability : visualization

Low level reachability score : fi.(s,a,w) = ¢(s,a) P (w)
l_'_l

Zj

0.0 0.5 1.0

® Current state
% Goal

indicates greater estimated reachability of the current policy
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[ — selection strategy



[ — selection strategy

1. Compute the f; score for each candidate waypoint representation z;

Pi = Cb(S,ai)TZz', a; ~ 7T0(' | Sazi)

'

0.0

0.5

1.0
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[ — selection strategy

2. Select the furthest waypoint whose score meets the threshold e

" =max{i€{l,...,K+1}:p; > €}

Tl Ly 1
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Overall planning algorithm

Goal distribution

g~F(9)

. z: latent subgoal
| High level planner d

| Z~ Ty 5,9) a~my (als,z)

. d \ C h step

. (Low level) policy —222<%n

h step interval s : current state

~

(s, 8)

“

>| 1. K-selection — 2. Closed form solution — 3. i-selection |z
\

l >
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Experimental Results @



Benchmark Environments

S-tower (gripper) 4-tower (gripper) 4-pyramid (gripper) 3-tower (gripper) 8-tower 2-tower
Ant Extreme Maze Ant US Maze Ant U4 Maze Ant Big Maze Humanoid U Maze Humanoid
__ o 0 (@}
B O =

o B S Y A -

o » lo. oo { .

o e oo o

X 00 x BN "

S1x manipulation tasks (BuilderBench) and six locomotion tasks (JaxGCRL)
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Main Results

S-tower (gripper) 4-tower (gripper) 4-pyramid (gripper) 3-tower (gripper) 8-tower 2-tower
1.0 : ] ] ] ]
081 ]
2
<
ﬂj 061
“g’; 041 ] 1 ] ] ]
=]
)
) | | _ L=
0.0 1; , ] 4 : ] 4 : ] 1 : —/ 1 , .. : !
0 20 40 0 1.0 20 0 1.0 20 0 0.5 10 0 0.5 10 0 0.5 1.0
Ant Extreme Maze Ant US Maze Ant U4 Maze Ant Big Maze Humanoid U Maze Humanoid
1.0 : : ; ] ]
0.81
2
<
ﬁ 0.6
S 04
Q
=
w
021
B
0.01 , |4 : 4 , 1Al : g - ]! , ,
0 02 04 0 02 04 0 0.1 02 0 0.1 02 0 02 04 0 0.1 02
Env step (x 109) Env step (x 10%) Env step (x 10%) Env step (x 10°) Env step (x 109) Env step (x 10°)
M C-Slerp (Ours) M CRL M RIS M Online HIQL B L3P B SAC + HER

Our method solves long-horizon tasks where baselines never achieve a single success.
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[.atent Visualization : JAXGCRIL

Ant Extreme Maze
JAXGCRL '———

@ Currentstatey(s) W Goaly(g) @ Inferred waypointsZ;.x == Selected subgoal
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[Latent Visualization

@ Currentstate (s) W Goal %(g)

® Inferred waypoints Z1:x

=P Selected subgoal
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[Latent Visualization

@ Currentstate (s) W Goal %(g)

® Inferred waypoints Z1:x

-~
-~
—-—

=P Selected subgoal
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Does adaptivity matter?

Fixing the number of waypoints — at any value — substantially degrades performance.

8-tower Ant US Maze
1.0 1.0 )
w— Adaptive
0.8 0.8-
2 K=0
(4v1
06 0.61
% K=1
S 041 0.4-
g o .
n K=2
0.2 0.2-
K=4
0.0s , | 001 , :
0 0.5 1.0 0 0.2 0.4

Env step (x107?)

* More waypoints is not consistently better.

» The right K also changes within an episode as the agent nears the goal.
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Does adaptivity matter?

The best fixed choice of i differs across environments; adaptive selection is best in both.

8-tower Ant US Maze
1.0 1.0 .
m— Adaptive
0.81 0.8- "
Q i=1
[4v]
0.6 0.61
A i*=2
S 04 0.4
S 0. ; _
o i*=3
0.2 0.2
i*=[K/2
0.0 s : | 0.04s ; ! K721
0 0.5 1.0 0 0.2 0.4

Env step (x10%)

« Early waypoints are safe but slow; late ones make progress but may be unreachable.

 Adaptive i-selection method picks the furthest reachable one.
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Exploration 1n single-goal settings

With only one distant goal ever provided, our method still achieves a high success rate
— directed exploration without a goal curriculum.

Ant Big Maze (single) Ant U4 Maze (single) Ant Big Maze (single) Ant U4 Maze (single)

1.0 1.0 Il C-Slerp (Ours)
0.8 4 0.8 CRL
g2
| | — |_‘° ~ 06 0.6 1 M RIS
[77]
| 8 04 0.4 B Online HIQL
X o S
I - l_ o 0.2 0.2 A B L3P
X
IN— A
0.0 4. : ] 004 , . B SAC +HER
0 0.1 0.2 0 0.1 0.2

Env step (x 10)

(a) Single-goal environments (b) Learning curves



Takeaways



Takeaways

Adaptive planning. Adapting task decomposition to the goal-reaching problem i1s
key to the benefits of hierarchy — fixing the number of planning stages substantially

degrades performance.



Takeaways

Exploration. Our method solves long-horizon tasks where all evaluated baselines

fail to achieve a single success, without a goal curriculum or dense rewards.



Takeaways

No extra architecture. Planning follows directly from spherical linear
interpolation in the learned representation space — no separate high-level network, no
planning graph.



For more results & derivations ..

a~ Overview TL,DR  Method Results  Analysis  Visualizations

Hyperspherical Contrastive Representations
Unlock Planning and Exploration

Jonghae Park"™ Sungil Son™ Jonghun Shin' Junseo Lee!
H. Jin Kim" Benjamin Eysenbach?

' Seoul National University 2 Princeton University

* Equal contribution

B Paper > arXiv €) Code

““Can an RL agent learn to solve extremely long-horizon tasks from scratch,

without prior data, rewards, demonstrations, or pretrained models?*

5-tower (gripper) - ' -

https://jonghaepark.github.io/c-slerp/
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Thanks to my collaborators'!

Junseo

H. Jin Kim

Benjamin Eysenbach
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Thank you

Any questions?
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